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Introduction 

Over the past decade, data lakes based on scalable cloud object stores such as Amazon S3 have become a 

preferred way of storing and analyzing enterprise data. They offer flexibility and scalability, and are more 

cost-efficient than on-premises solutions or traditional data warehouses. 

While cloud object stores provide an ideal platform for data lake storage, they sometimes fall short when it 

comes to business intelligence (BI) workloads. Even with SQL query engines, cloud data lakes are often too 

slow and lack the data governance required for enterprise applications. As a result, data teams find 

themselves extracting data subsets from the data lake and replicating it in a data warehouse. This extra step 

adds cost, slows time to insight and undermines the very benefits that data lakes were meant to achieve. 

Because of this, organizations are striving to strike the right balance between their data warehouse and 

data lake investments.  

This paper explores this trade-off and explains how Dremio makes it practical to run BI and data science 

workloads directly on S3 object stores. With a modern cloud data lake engine, data team can simplify their 

environments and get maximum value from their cloud data lake investments while business analysts 

benefit from live, interactive analytics.  

The Rise of the Cloud Data Lake 

Enterprise data warehouses (EDW) have been around in various forms since the early 1980s. The idea 

behind a data warehouse is to collect enterprise data into a single location where it can be analyzed to help 

organizations make better business decisions. Business analysts routinely use BI and Decision Support 

Software (DSS) to explore and analyze data and generate various operational reports and dashboards. 

When storage was expensive, and the cost of acquiring data was high, data warehouse administrators 

spent considerable time hand-crafting database schemas. They needed to carefully consider what data to 

retain and design SQL database schemas to support anticipated queries. Today, most enterprises are awash 

in data easily collected from many sources in a variety of formats. With plummeting storage costs and new 

open source software frameworks optimized for big data, the situation has changed dramatically. While the 

EDW still has a role, data lakes have emerged as a preferred way to store enterprise data. 

Data Lake Storage Is Flexible and Cost-Effective 

A data lake is essentially a centralized repository that allows organizations to store structured and 

unstructured data at any scale. Today, customer interactions are increasingly online. There is a potential 

gold mine of useful information in data ranging from web server logs to emails to digitized call center 

recordings to chat logs. Today it is often easier to keep all this data just in case it is needed in the future. 

Data lakes offer several advantages over traditional data warehouses: 

• Data lakes support a wide variety of data types (structured, semi-structured and unstructured) 

• They are more scalable and cost-effective 
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• Data schemas do not need to be determined in advance — schemas can be applied on-read to data 

in its native format 

Cloud Is Where the Action Is 

While early data lakes were often deployed on premises in Hadoop environments, modern data lakes are 

commonly deployed in the cloud. Cloud data lakes offer additional advantages over their on-premises 

counterparts, including: 

• Elastic scaling, allowing organizations to start small and scale based on business need 

• Separation of compute and data, enabling both to scale independently so that organizations only 

pay for what they need 

• Simplified management and the avoidance of costly and complex on-premises infrastructure 

Data Lakes on Amazon S3 

Among the most capable cloud platforms for data lake storage is the Amazon Simple Storage Service (S3). 

S3 is an object storage service that offers industry-leading scalability, data availability and security. In 

addition to providing high performance and virtually unlimited capacity, S3 provides essential capabilities 

such as: 

• Security, compliance and auditing  

• Multiple storage classes and intelligent tiering 

• Automatic life cycle management of files 

• Extreme reliability and durability 

S3 presents a simple, flexible model for storing large amounts of data in the cloud. Users create globally 

unique buckets and these buckets, in turn, store objects up to 5TB in size. An S3 object can be any data 

type from video files to binaries to text files to semi-structured data types such as XML, CSV and JSON. 

Metadata Is Key 

For each object stored in a bucket, S3 maintains system-defined and user-defined metadata. Object 

metadata contains low-level attributes such as the object size, type, the object creation date, and the S3 

storage class used to store the object (S3 Standard, S3 Glacier, etc.). Unfortunately, metadata at the object 

level is not particularly useful for business users. 

For data in an object store to be useful, the data needs to have meaning. A metastore is a separate 

repository of metadata that applies structure to the raw data. Metadata includes things like table schemas, 

field definitions and the location of data. The idea of a metastore has its roots in Apache Hive, a software 

project aimed at bringing data warehouse query and analysis capabilities to Apache Hadoop.  
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AWS Glue 

AWS Glue is a feature-rich cloud service that essentially replaces the functionality of the old Hive 

Metastore. It does this while maintaining full compatibility with the Hive Metastore API. AWS Glue discovers 

and catalogs data from various AWS sources, including files stored in S3, Amazon Redshift and Amazon 

RDS. AWS Glue crawls data sources, identifies data formats, and suggests schemas for data lake data. It 

also provides an ETL engine that can be used to cleanse and pre-process data for downstream applications. 

AWS Glue essentially provides information about the structure of data stored in S3 and other AWS storage 

services. 

Optimized Data Lake File Formats 

Data lakes commonly store terabyte-sized files in text-oriented data such as XML, CSV or JSON. While it is 

possible to store these raw data files directly as S3 objects, there are two problems with this: 

• Text files can often be compressed by a factor of ten or more. In the cloud, where users pay for 

storage based on capacity, data compression can reduce costs dramatically.  

• When a file has millions of rows, any query involves reading the entire file (the equivalent of a full 

table scan in SQL). Storing data in the right format can reduce query time and associated cloud-

related costs by up to 100x.1  

Column-oriented data formats are vastly more efficient for querying large datasets. I/O is reduced 

dramatically because queries only need to scan columns referenced in the query. Also, column-oriented 

formats enable higher compression (further reducing costs) because data is more homogeneous. Data 

lakes have evolved to support a variety of standard open source file formats optimized to address these 

challenges. Popular file formats include RC File, Apache ORC (optimized row-column), Avro and Parquet. 

Query tools that support SQL-like queries against data lake storage support these optimized data formats. 

Examples include Hive, Spark SQL and Presto. 

Existing Data Lake Tools Have Limitations 

Thanks to the separation of compute and data, S3-based data lakes are much more scalable and cost-

efficient than traditional data warehouses or on-prem data lakes. With modern distributed query engines, 

metadata solutions and the optimized file formats described above, it is now possible to run popular BI 

tools such as Tableau and Microsoft Power BI directly against data stored in S3. 

Even with all this innovation, data lakes still don't fully address the needs of business analysts. 

Organizations still face many challenges: 

• Existing SQL engines are frequently far too slow to be practical for BI workloads 

 
1 Database Zone – Apache Parquet vs. CSV Files – May 2019 – https://dzone.com/articles/how-to-be-a-hero-with-powerful-parquet-

google-and for a compative analysis 

https://dzone.com/articles/how-to-be-a-hero-with-powerful-parquet-google-and
https://dzone.com/articles/how-to-be-a-hero-with-powerful-parquet-google-and
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• Datasets are often too large to import/extract into BI tools easily 

• SQL engines lack the security and data governance features required for enterprise requirements 

Organizations are frequently forced to move subsets of their data into data warehouse tables, data marts or 

other intermediate formats to work around these limitations. Data extracts need to be structured to 

support efficient BI queries, as illustrated in Figure 1.  

 

Figure 1 – Existing data lake query tools have limitations 

Not only is this costly, but it dramatically slows time to insight. Organizations often require IT assistance to 

create these extracts and intermediate data views. Creating data extracts also involves setting up new ETL 

processes to keep extracts up to date, resulting in greater complexity and higher management and 

maintenance costs. 

The Data Lake Engine 

Business analysts and data scientists need a better solution. They need to be able to analyze data in S3 

directly at interactive speed, without having to physically copy data into other systems or create extracts, 

cubes or aggregation tables. They also need tools that work seamlessly with existing BI software and 

provide the data governance features that users expect in a modern data warehouse. 

Fortunately, modern data lake engines now make it possible to support BI and data science workloads on 

an S3 data lake without compromising performance, security or functionality. By embracing this new 

approach, organizations can reduce or, in some cases, eliminate the need for a data warehouse.  

This new paradigm is pictured in Figure 2. The data lake engine enables efficient access to the data lake 

and other data sources using existing tools. BI applications that previously required a data warehouse to 

meet performance goals can now access S3-based data directly without any data movement.  

Data Lake Query Engines

Metastore

Amazon S3

Too slow

DW DW

Extracts, cubes, 

aggregation tables

Data warehouses, 

data marts

Amazon S3

Slow queries
Existing query engines are too slow for BI workloads
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Moving data to a DW is expensive and slows time to insight
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Data lake engines also provide centralized data governance and data access controls regardless of the 

underlying data source and metadata repository. This helps organizations stay flexible and maintain 

portability between clouds and on-premises environments. 

 

 

Figure 2 – A data lake engine represents a new paradigm 

The Dremio Cloud Data Lake Engine 

At the heart of the Dremio cloud data lake engine is a self-service semantic layer that provides multiple 

virtual views into physical data. Virtual datasets enable data analysts and engineers to manage, curate and 

share data while adhering to centralized data governance and security policies — without the overhead 

and complexity of copying and moving data. Virtual datasets are fully indexed and searchable. The 

relationships between virtual datasets and underlying data sources are maintained in Dremio.  

The semantic layer also supports granular role-based access controls (RBAC). It integrates with LDAP, Active 

Directory and OpenID-based services for a seamless user experience. Business applications can access 

these virtual datasets just as they would access traditional SQL data warehouses via industry-standard 

connectors.  

The Dremio cloud data lake engine is implemented as a flexible scale-out architecture. It can scale from 

one to thousands of nodes and is deployable on AWS, other clouds, Docker containers or on-premises 

Hadoop environments. 

Data Lake Engine

Data Lake Storage Other Data Sources

Data scientists Business users
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Support for Multiple Data Sources 

For data lakes deployed on AWS, most data will reside in the S3 data lake. Dremio can also access data 

from other sources, including other data lakes, HDFS, other filesystems and various relational and non-

relational data stores.  

Dremio understands each data source's capabilities and can directly access data via metadata catalogs such 

as AWS Glue and the Hive Metastore. These catalogs provide information about data definitions and data. 

Dremio's semantic layer supplements this capability, enabling organizations to assign business meaning to 

data from multiple sources. The semantic layer also delivers superior query performance, security and data 

governance features. 

 

 

Figure 3 – Dremio data lake engine high-level architecture 

Security and Data Governance 

For enterprise users, especially in regulated industries, security and data governance are essential 

considerations. Data engineers frequently needed to extract datasets into ungoverned systems such as 

spreadsheets, private databases or BI servers to address performance challenges. Dremio avoids this 

challenge by satisfying business and performance requirements while keeping data in the data lake where 

it is secure and auditable. Dremio provides robust security and data governance features comparable to 

full-featured data warehouse solutions: 
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• Row and column-based access controls across data sources 

• Granular role-based access controls 

• Data masking to avoid improper sharing of sensitive fields 

• Features to track data provenance and lineage 

• Auditing and data encryption (TLS/SSL and Kerberos) 

Lightning-Fast Queries 

For interactive analytics and BI queries on AWS data lakes, performance is critical. Dremio delivers up to a 

100x improvement in BI query speed and a 4x improvement in ad hoc query speed. It does this while 

helping organizations avoid lock-in, duplication, and enabling users to keep full control of their data.  

 

 

Dremio has helped pioneer a variety of new technologies that make this modern data lake engine possible: 

• Apache Arrow – an open source project enabling columnar in-memory data processing and 

interchange with distributed, vectorized execution (SIMD or GPU) 

• Arrow Flight – A parallel zero-copy RPC protocol that exchanges Arrow format memory buffers 

between a client and a data lake engine 

• Gandiva – An open source LLVM-based compiler in Apache Arrow that translates queries into 

vectorized execution kernels for efficient computations  

• Columnar cloud cache (C3) – A real-time, distributed, NVMe-based caching  

• Data reflections – An optional query acceleration technique similar to materialized views that uses a 

highly optimized physical representation of source data with granular reuse 

• Massively parallel high-performance readers – Enabling fast parallel queries using Arrow Flight 

Dremio continues to deliver new technologies and innovations to accelerate data lake queries. Recent 

examples include Apache Arrow caching of data reflections, scale-out query planning, runtime filtering and 

an enhanced Power BI integration.  

Reduce Cloud Spending with Elastic Engines 

To achieve exceptional performance and scalability, Dremio provides a multi-engine execution model. Each 

engine shares a common metadata catalog, operates independently and can be deployed on different AWS 

EC2 instance types depending on the workload. 
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Figure 4 – Elastic engines in Dremio data lake engine 

As shown in Figure 4, Dremio eliminates both the under and over-provisioning of compute resources by 

taking advantage of AWS's underlying elasticity. Elastic engines maximize concurrency and performance 

while reducing compute infrastructure for savings of 60% or more. When coupled with Dremio's dramatic 

performance advantages that enable queries to run faster using fewer resources, AWS users can save up to 

90% of total infrastructure cloud costs.2  

Finding the Right Balance  

Many organizations struggle to find the right balance between investments in cloud data lakes and 

proprietary on-prem or cloud-based data warehouses. Data lakes provide flexibility and far better cost-

efficiency. However, for business reporting and operational queries, performance is often an issue.  

Data warehouses are optimized to support fast queries and provide robust governance features, but they 

are expensive. Also, data needs to be loaded and appropriately structured in the data warehouse before it 

can be queried efficiently. This process takes time, results in data replication, and often requires IT 

assistance, resulting in delays and additional costs.  

 
2 See comparative analysis and explanation at https://www.dremio.com/announcements/announcing-dremio-aws-edition/  

Mon     Tues     Wed     Thur     Fri     Sat     Sun

No Demand,
No Compute

No Demand,
No Compute

Compute Triggered 
by Demand

Elastic engines automatically eliminate resource 
consumption and cost for idle workloads

Auto Start/Stop

Elastic Scale

https://www.dremio.com/announcements/announcing-dremio-aws-edition/
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Figure 5 - Dremio helps users strike the right balance between the data lake and the data warehouse 

Dremio helps enterprise users find the right balance between investments in the data warehouse and the 

data lake, as shown in Figure 5. Users can offload all of their non-transactional data warehouse workloads 

to a lower-cost S3 data lake powered by Dremio cloud data lake engine. They can also offload transactional 

workloads from both on-premises and cloud-based data warehouses. 

With its scalable on-demand architecture, flexible self-service semantic layer and outstanding query 

performance, users can run a wider variety of analytic applications directly against the S3 data lake: 
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Compelling Business Benefits 

Organizations realize multiple benefits by rightsizing data warehouse investments and running more 

applications directly against data lake storage. They can: 

• Improve performance – Improve data lake BI query speed by 100x and ad hoc query speed by 4x 

• Speed time to insight – Avoid reliance on corporate IT for ETL processing and custom data extracts 

• Simplify data security and governance – Apply consistent, centralized data access controls 

regardless of the underlying data source 

• Easily discover and share data – Improve productivity and collaboration between BI and data 

science users with a common view of data assets 

• Dramatically reduce costs – Reduce reliance on expensive EDW infrastructure, reduce ETL 

processing, avoid data replication and pay for cloud infrastructure only as required  

• Ensure flexibility – Stay portable across public and private clouds with multiple deployment options 

and support for a wide variety of data sources 

Getting Started with Dremio on AWS 

Whether you already have an S3-based data lake or are considering a migration to the cloud, Dremio 

makes it easy to get started. Dremio offers a free Dremio Community Edition (Dremio CE) and a 

commercially supported Dremio Enterprise Edition (Dremio EE).3 Dremio EE provides functionality suitable 

for enterprise users, including granular role-based access controls, data sharing and data lineage features.  

There are two convenient ways to get started with Dremio on AWS: 

• Dremio AWS Edition – With Dremio AWS Edition, users can quickly deploy Dremio clusters from 

within their AWS account in minutes. Dremio delivers lightning-fast queries against S3-based data 

lakes and other data sources in AWS. Both Dremio CE and Dremio EE can be deployed via the AWS 

Marketplace. Learn more at http://dremio.com/aws 

• Dremio on Amazon EKS – For users that prefer a Kubernetes environment, both Dremio CE and 

Dremio EE can be deployed on Amazon Elastic Container Service for Kubernetes (EKS). Dremio 

provides a simple installation procedure using provided Helm charts for EKS users. Learn more at 

https://docs.dremio.com/deployment/amazon-eks/eks-deploy.html  

Dremio also supports additional on-premises and cloud-based deployment options explained at 

https://www.dremio.com/deploy/  

  

 
3 For Dremio Community Edition, AWS infrastructure charges still apply. 

http://dremio.com/aws
https://docs.dremio.com/deployment/amazon-eks/eks-deploy.html
https://www.dremio.com/deploy/
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Conclusion 

Data lakes built on scalable cloud object stores such as Amazon S3 have emerged as a preferred way to 

store and analyze enterprise data. With advances in query engines and scalable metadata solutions, it is 

now practical to run many analytic workloads directly on a cost-effective S3 data lake infrastructure. 

Unfortunately, traditional data lake solutions often fall short. This is especially true for BI workloads. 

Enterprises require sophisticated data governance features and fast query performance for operational, 

analytic and ad hoc queries. Organizations are frequently forced to extract and replicate data in separate 

query-optimized database tables to address performance limitations. The problem with this approach is 

that it undermines the very benefits they were seeking to achieve with a data lake. 

Dremio enables data teams to strike the right balance between their data lake and data warehouse 

investments by supporting a wide range of BI and analytic applications directly on S3 storage without the 

need to extract data into a separate data warehouse, aggregation tables or cubes. It does this while 

supporting lightning-fast queries and sophisticated data governance and security features across a wide 

range of data sources.  

Dremio helps data teams simplify their environment, speed time to insight and dramatically reduce costs 

with an open, scalable data lake architecture.   
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About Dremio Corporation 

Dremio's data lake engine delivers fast query speed and a self-service 

semantic layer operating directly against data lake storage. Dremio 

eliminates the need to copy and move data to proprietary data warehouses 

or create cubes, aggregation tables and BI extracts, providing flexibility and 

control for data architects, and self-service for data consumers. For more 

information, visit www.dremio.com. 

 

Founded in 2015, Dremio is headquartered in Santa Clara, CA. Investors 

include Insight Partners, Cisco Investments, Lightspeed Venture Partners, 

Norwest Venture Partners and Redpoint Ventures. Connect with Dremio on 

GitHub, LinkedIn, Twitter and Facebook. 

 

https://www.github.com/dremio
https://www.linkedin.com/company/dremio
https://twitter.com/dremio
https://www.facebook.com/dremio


  

 

13 

All third-party brands, product names, logos or trademarks referenced are the property of and are used to identify the products or 

services of their respective owners. © Copyright Dremio 2020. All Rights Reserved. 


	Table of Contents
	Introduction
	The Rise of the Cloud Data Lake
	Data Lake Storage Is Flexible and Cost-Effective
	Cloud Is Where the Action Is

	Data Lakes on Amazon S3
	Metadata Is Key
	AWS Glue
	Optimized Data Lake File Formats

	Existing Data Lake Tools Have Limitations
	The Data Lake Engine
	The Dremio Cloud Data Lake Engine
	Support for Multiple Data Sources
	Security and Data Governance
	Lightning-Fast Queries
	Reduce Cloud Spending with Elastic Engines

	Finding the Right Balance
	Compelling Business Benefits
	Getting Started with Dremio on AWS
	Conclusion

